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Abstract

There is considerable interest in developing distributed
information systems on top of legacy systems. Over the last
two decades, many issues and solutions have been brought
forward pertaining to issues of integration, e.g., schema in-
tegration, schema mapping. We have developed a schema
mapping framework that features domain-specific meta-
models, metamodel-driven schema translation, and semi-
automated schema mapping driven by the metamodel. First,
we exploit metamodels, i.e., models about models, which
transcend heterogeneity among different data models. Sec-
ond, we enhance them with domain semantics to better ex-
press metadata, resulting in less ambiguous information
schemas. Third, we develop our own methods of schema
translation and schema mapping based on the domain-
specific metamodel, capable of a significant degree of semi-
automation for convenience and adherence to the meta-
model. Finally, our metadata management framework uses
metadata repositories that facilitate reuse, interoperability
and extensibility. This paper describes our implementa-
tion and utilization of domain-specific metamodels within
the schema mapping framework that we have developed.

1 Introduction

Schema mapping is called for when there is a need
to map a source database into a different but fixed target
schema [13]. The process of schema mapping should gen-
erate logical assertions expressing the mappings. These as-
sertions may take the form of queries [13], data mappings
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[23], articulation axioms [14] or interschema correspon-
dence assertions (ICAs) [22]. To simplify the terminol-
ogy, we will simply use correspondence assertions when
referring to such logical assertions. Schema mapping does
not permanently transform a schema from one form to an-
other. Applied to a pair of schemas, the source and target,
both schemas are assumed to be retained, unchanged, but
resolved through correspondence assertions. These asser-
tions will allow logic to flow in both directions and render
the difference between the two schemas transparent.

Schema mapping is by itself only one component in a
larger picture. We identify two general scenarios where
schema mapping is involved:

� During database integration, a process by which infor-
mation from several heterogeneous databases can be
conceptually integrated into a single cohesive defini-
tion of a multidatabase [19].

� During the re-engineering of a legacy information sys-
tem, since this endeavor generally involves database
integration [22]. Schema mapping must generate data
mappings which declaratively describe how data is
mapped from the legacy systems to the global target
systems [23].

This paper presents the schema mapping method we de-
veloped driven by domain-specific metamodels. Section 2
talks about generic and domain-specific metamodels. Sec-
tion 3 presents and discusses our schema mapping frame-
work, Metaplus. Section 4 presents some related works,
then we present our conclusions with a summary of our con-
tributions and future directions.



2 Metamodels

Schema mapping takes schemas as input where schemas
are models describing data, e.g., data within a database.
Schema elements are defined using metadata, i.e., data that
describes data, so schema mapping invariably results in
mappings between metadata, although they are not always
one-to-one mappings [25]. Poor handling of metadata, e.g.,
in metadata expression, hinders the ability to resolve differ-
ences and associate metadata from different schemas. We
therefore approach the problem of metadata management
through domain-specific metamodels as a number of people
have already done or advocated in the literature [21, 27].
Whereas metadata provides abstractions that make it easier
to organize and manage large volumes of data, metamod-
els, i.e., models describing models [16], provide a higher
level of abstraction to manage heterogeneity at the meta-
data level. Metamodels are meta-metadata, describing how
metadata may be defined. Hence, metamodels provide a
higher level of abstraction that can transcend certain issues
in metadata. However, differences at the semantic level can
be better addressed if the solution is capable of handling se-
mantics. We therefore enhance metamodels with semantics
and came up with domain-specific metamodels.

2.1 Generic Metamodels

A metamodel would be useful in representing the struc-
tures and semantics of different data models within the same
framework [20, 22]. This is certainly true in environments
where heterogeneous data must be interoperable. Generic
translators may be implemented that use metamodels to
acquire knowledge about data models, as against specific
translators, e.g., from model � to model � [22]. Generic
solutions are arguably powerful, flexible and applicable to
many situations. A good example is the Meta Object Fa-
cility (MOF) standard, which provides a generic metadata
management infrastructure for the Object Management Ar-
chitecture (OMA) reference model of the Object Manage-
ment Group (OMG). For the OMA, the Common Object
Request Broker Architecture (CORBA) provides a middle-
ware infrastructure for distributed systems, relying on sev-
eral Object Request Brokers (ORBs) running on participat-
ing hosts to enable connectivity and interoperability. Meta-
data management is clearly necessary in driving many types
of distributed applications, so the OMG standardized meta-
data management through the MOF, which provides the
repository facilities for meta-information, i.e., information
about information [4].

Table 1 presents the abstract model of the MOF consist-
ing of three levels [4]. At the bottom level, the universe of
information consists of entities or “things” in a given do-
main. At the meta-information level, entities are classified

LEVEL CONTENTS

meta-meta
information

meta-types, meta-relations and meta-
schemas or metamodels

meta-
information

types, type relations and type schemas or
models

information entities and relationships, grouped by do-
main

Table 1. Levels of the MOF model.

under types, which may be involved in type relations with
other types. A type language and a type system can be used
to define type schemas or models for a specific domain sys-
tem. At this level we are dealing with meta-information
or metadata. The topmost level classifies types into meta-
types, which may be involved in meta-relations and, using
a meta-type system, may also define meta-schemas or meta-
models. We refer to this level that deals with meta-meta-
information as the meta-meta level, at which meta-meta
objects are defined. Meta-meta objects are classified as
meta-type, meta-relation, meta-schema and meta-data ob-
ject classes [4]. We simply refer to them as meta-classes
[15]. The glue that binds it all is the MOF model (not in the
table) that describes metamodels, which therefore allows
several metamodels to exist within the same framework.
This is relevant in areas such as data warehousing within
which several different data models must co-exist with in-
formation flowing freely across data model boundaries. If
we were to consider the MOF in terms of conceptual data
modeling using the Entity-Relationship (ER) data model,
the first level of information consists of entities and rela-
tionships. One level up, and the information may be clas-
sified into entity types and relationship types, which, taken
collectively, comprises a conceptual ER schema. Another
database in the same domain may be defined in different
terms, perhaps using the Relational data model, in terms of
relations and relational schemas. The MOF can transcend
the dissimilarity between the relational schema and the ER
schema at the meta-meta level when we define both the ER
and the Relational data models as metamodels based on the
same meta-metamodel, which is, of course, the MOF model
itself.

relational

BaseType

name

DBType

ConnectionProtocol
URL
UserName
PassWord

TableType

theTableType
UpdateType

ColumnType

Value_Type

hastables 1..*
hasfields 1..*

haskeys 0..*

Figure 1. Simplified relational metamodel.
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Listing 1. A relational database schema.

A specific application of the MOF standard is the OMG
Common Warehouse Metamodel (CWM) standard, where
the domain-neutral metamodels are crucial in providing the
basis for metadata interchange [6]. Data warehouses usu-
ally involve heterogeneous data from different data sources.
To this end, the CWM includes metamodel packages de-
scribing normative data models, including the ER, Rela-
tional and Object-Oriented (OO) data models, to provide
metadata interoperability. These metamodels are grouped
into separate packages but are all part of the same extensive
metamodel.

Figure 1 is a diagram of a simplified relational meta-
model in UML notation. We have used it in the past to im-
plement a repository for relational database schemas. The
metamodel was processed by a MOF toolkit to automati-
cally create a metadata repository. The repository object
generated provides general management functions, e.g., up-
dates, queries. To define a new schema, a request is sent
to the repository object to instantiate a new empty schema
package based on the metamodel. This empty package is
then given specifics to describe the schema of a specific
database and is submitted back to the repository object for
storage. Storing these schema packages for future reference
is just the first step. These packages are crucial in ensuring
consistency throughout an enterprise when software, docu-
ments or people pertain to a specific component of the en-
terprise. Ideally, all business concepts are defined in the
repository. Such business concepts as persons, transactions
and similar parts of the enterprise are pertinent to several
different portions of the enterprise or of the business flow,
e.g., processes. The repository allows consistency in per-
taining to these concepts. At the software level, this consis-
tency translates to the interoperability of different software
systems that may be developed at different points in time.

Our MOF repository is implemented in Java, where the
elements are defined within a Java class which also con-
nects to the repository and submits the package which was
defined in-line. We defined an interface to allow us to deal

domainsemantics.elements

PersonType

BorrowerType AuthorType

BibItemType

BookType ProceedingsType

JournalTypeEditorType
ActionType

WriingActionType EditingActionType BorrowingActionType

Figure 2. ’Elements’ semantics package.

with schemas defined using the eXtensible Markup Lan-
guage (XML). XML is the established standard in metadata
and structured data interchange over the Internet [32]. In
our framework, schema packages are defined in XML for-
mat. For consistency, we need a document type definition
(DTD), which describes the model with which documents
of the same type must be consistent, just as, in MOF, meta-
models define how all model or schema packages must be
consistent. Due to space limitations, we could not include
the DTD we defined for the metamodel in Figure 1. Schema
packages based on this metamodel consist of up to three ba-
sic elements: the relational database or rdb, table and
column elements. Listing 1 shows a portion of a schema
described in XML based on the metamodel in Figure 1. We
provide the dlsudb schema package with its identity, the
database name, and connection details through the Uniform
Resource Locator (URL) string which identifies a unique
accessible resource on the network. In Listing 1, we use
the JDBC protocol, the PostgreSQL sub-protocol, the host
name localhost, and the database dlsudb. JDBC is
the Java Database Connectivity application programming
interface (API) that facilitates SQL access to database back-
ends, e.g., PostgreSQL.

While Listing 1 provides domain-specific labels to meta-
data, these labels are unique to the database schema being
described. There is no assumption that they conform to
some universal ontology. With only this particular schema
and the domain-neutral metamodel, the only clues available
for associating other schemas defined in the same way are
the labels used to name the schema elements, as overlaps
may exist. However, such overlaps cannot be assumed. This
prompts us to apply domain semantics at the metamodel
level.

2.2 Domain-Specific Metamodels

Domain-specific solutions involving domain-specific se-
mantics, e.g., domain-specific languages [23] or domain-
specific structures such as ontologies and various types



Figure 3. ’Actions’ semantics package.

of taxonomies [1, 2, 7, 18, 24], have definite advantages.
Domain-specific languages and ontologies limit the possi-
bility of ambiguity from semantic relativism [22], e.g., two
database designers working on the same enterprise using
the same data model may still define non-identical schemas.
Expressing domain semantics in domain-specific solutions
also offers clarity for cross-schema tasks such as translation,
conversion and integration. Such measures are perceived to
ease the complexity of semantic issues that are inextricable
from issues of portability, interoperability and integration.
We advocate such measures and work on a solution using
semantically enriched, domain-specific metamodels which
describe a reasonable amount of semantics as well as struc-
ture.

We know from the literature that semantic enrichment
is crucial in interoperability environments involving hetero-
geneous sources [10, 17, 19, 21, 22]. This is because such
environments will usually involve issues of semantic het-
erogeneity that appear in many forms [1, 18]. Methods of
semantic enrichment vary. Navathe and Donahoo [17] ad-
vocate the use of augmented export schemas of participat-
ing databases with added semantics. Others advocate the
use of ontologies [1, 2, 7, 18]. The Stanford-IBM Man-
ager of Multiple Information Sources (TSIMMIS) project
uses a powerful Object Exchange Model (OEM) to trans-
late the schemas of participating databases. Each OEM-
defined schema is self-describing or tagged [3], augmented
with additional semantics. Still others advocate the use of
a conceptual taxonomy, e.g., concept lattices [24]. Papa-
zoglou and Russell [21] employ semantically-enriched in-
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Listing 2. Snippet of a CG.

termediate meta models (IMMs) as translation aids between
databases from different data models. Robertson [23] ad-
vocates domain-specific languages generated through a dy-
namic object-oriented programming environment to declar-
atively describe data mappings between legacy systems and
target systems. Our own efforts in resolving issues of in-
formation integration extends metadata management to in-
clude domain-specific semantics. The MOF provides us
with the basic metadata repository system, but we apply se-
mantic enrichment at the root of metadata: the metamodel.

Many of the existing solutions that apply semantic en-
richment do so only at the metadata level, i.e., at the
level where schemas are defined. An exception would be
the IMMs of Papazoglou [21] which uses semantically-
enriched metamodels. The others are unable to exploit the
advantages of combining metamodels with reflection. Re-
flection as applied in the MOF is top-down rather than the
mainstream bottom-up: it allows the MOF system to man-
age multiple schema systems from the same repository [4].
In our application, this means that we can support different
data models within the same schema mapping framework.
We use a domain-specific metamodel as a means to trans-
late and map input schemas. Schema translation is normally
limited to translation in terms of domain-neutral data mod-
els, e.g., from relational to OO. It is also usually a process
that has nothing to do with actual schema mapping or in-
tegration. Our method of translation forces input schemas
to conform to the domain-specific semantics of the meta-
model while retaining the native data model which is sup-
ported by the metamodel. The first advantage, enforcing
domain semantics during translation, is in being able to lay
down the foundation for schema mapping later. The sec-
ond advantage, allowing schemas to retain their native data
models during translation, is one of convenience. The links
between translated schemas and the shared metamodel form
the backbone of interoperability of the translated schemas.
The metamodel in Figure 1 only provides structural meta-
data, but we want to plug domain-specific semantics into
the metamodel. Metamodels can be fairly huge and com-
plex, so we will use packages to organize the metamodel
[16, 28]. We classify packages into structural and domain
semantics or simply semantics packages. Figure 1 is one of
our structural packages (we also have a simplified package
for object databases). Figures 2 and 3 are simplified seman-
tics packages for bibliographic data. To assist in the clar-
ity of semantic concepts in semantics packages, we follow
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Listing 3. XML Schema for MYCOLLECTION.

the forms of conceptual graphs (CGs) to represent knowl-
edge [26]. Listing 2 is a snippet of a conceptual graph, ex-
pressed in linear format, pertaining to the domain semantics
of our sample metamodel. Concepts are expressed in square
brackets and their conceptual relations with each other are
expressed within parentheses. The first predicate reads in
English as “Books are the objects of writing, and the ac-
tors of writing are authors”. This simplifies into “Books
are written by authors.” The next three are similar asser-
tions. The last simply asserts that books, journals and pro-
ceedings are subtypes of the concept of bibliographic items.
Listing 2 corresponds with portions of our semantics pack-
ages which include Figures 2 and 3. At present, we do not
claim to have proven a one-to-one mapping between UML
class diagrams and CGs. However, we do apply conceptual
relations rather than simple associations. For example, the
manner in which we describe the relationship between the
concept of authors and their publications in Figure 3 is un-
usual from a UML point of view. In typical UML, it would
have sufficed to have one association between them without
having a separate WritingAction class at all. However,
what we did corresponds directly with the first predicate in
Listing 2 which describes authors as actors of writing and
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Listing 4. XML Schema for MINILIB.

written bibliographic items being the object of writing.
There are views that resolving semantic and schematic

heterogeneity should be performed in separate levels. We
believe that this is not always the best solution. In many in-
tegration solutions, despite having translated input schemas
into the common data model, there are still instances of
schematic heterogeneity that must be dealt with, e.g., nam-
ing problems, scale problems, different data structures are
used for the same concept. The presence of such issues af-
ter translation are taken for granted simply because every-
thing is already expressed in the common data model. The
assumption is that the issues can now be understood and so-
lutions are conceivable within the context of that common
data model. We believe that this is what matters: having
such a context within which to understand and deal with the
issues properly. We provide such a context with metamod-
els that express and support multiple data models as well as
domain semantics.

In our example, instead of using a generic skeleton for
a relational schema, we use a skeleton for the relational
schema of a specific application domain. Redefining the
schema of a database in terms of a chosen metamodel or
data model, i.e., schema translation, is generally associated
in the literature with a canonical or common data model
(CDM), e.g., the OO data model. Arguments about the
CDM have usually been on the choice of one that conveyed
the best expression of semantics [22]. The OO data model
is the usual favorite because it can convey the semantics that
other data models are capable of in addition to behavior or
operations, which are incorporated in OO models. How-
ever, the richer the model is, the more complex the inte-
gration process will be since many discrepancies will arise



Figure 4. Metaplus components.

as a result of differences in modeling choices by modelers,
i.e., semantic relativism [22]. Such occasions of ambiguity
among schemas can be minimized using various methods,
e.g., enforcing normalization rules [22]. Using a domain-
specific metamodel the way we did also imposes limitations
on possible ambiguities. Listings 3 and 4 show how we de-
fine schemas based on domain-specific metamodels. Note
the conceptOf attribute that is used throughout the meta-
data definitions: it maps schema elements to their concep-
tual parent in the metamodel. For example, the first few
lines of Listing 3 reads: table writer is identified as an in-
stance of the conceptual meta-class AuthorType; string-
type column writer-key has unique values, does not al-
low nulls, and is an instance of the conceptual meta-class
AuthorIdentifier, and so on. Note that a schema el-
ement may have multiple conceptual meta-classes. String
column name of table writer is based on the concept
of AuthorType and Appellation (the latter appears
in the complete metamodel), to express the fact that col-
umn name refers to an author’s name. Through such def-
initions, the schema translation method we developed lays
the groundwork for schema mapping.

3 The Metaplus Framework

We have developed the Metaplus framework as shown
in Figure 4, currently prototyped without an integrated de-
velopment environment. The core operational component
is an inference engine that can perform schema mapping
between schemas defined using the same domain-specific
metamodel. This involves the logical traversal of concep-
tual and structural relations between metadata and meta-
model elements which can be traced through the metamodel
from which schema packages are defined, e.g., an author

entity in one schema should easily match a writer en-
tity in another database when both are instances of some
AuthorType meta class. This is similar to how concepts
are related using an ontology, but our metamodels express
structural details together with conceptual details, and are
organized differently from ontologies.

3.1 Metaplus Components

The objective of our prototype is to take multiple in-
put schemas and generate the correspondence assertions
among them, i.e., schema mapping. Schemas are input
as XML files, correspondence assertions are expressed in
some notation that is consistent with first-order predicate
logic (FOPL). Such a basic form for the output is suffi-
cient at this stage of the project, and allows for expansion
where they will be rendered in more advanced forms, e.g.,
as queries or in some graphical notation.

There are four operational components in Metaplus. The
schema manager, which encapsulates a MOF-compliant
repository system, handles the input, modification and out-
put of schemas from a repository. The visible form of
schemas is in XML, whereas they are expressed in some
binary form internally by the MOF-compliant repository.
The schema manager hides such details from the user. The
schema logic reader takes a schema as input from the
schema manager and generates a schema rule set, which
is a set of predicates expressing the information defined
by the schema. Our rule sets are in Prolog format to al-
low straightforward execution for queries. The rule sets are
stored in separate programs. The metamodel knowledge
base (MKB) generator takes as input the same metamodel
used to define the repository and generates the MKB that
is the foundation for mapping among schemas which are
based on the metamodel. This task may be one-off, unless
the metamodel is modified in the future. The MKB is also in
Prolog form and is stored away for schema mapping tasks.
The last component is the schema mapping engine. The
user invokes the engine and supplies it with the identifier
of schemas to be mapped, which are assumed to be stored
in the metadata repository and for which a schema rule set
exists for each. The engine invokes the schema logic reader
and asks for the schema rule sets for the given schemas. The
engine combines the MKB and these rule sets to generate a
mapping base for the purposes of the schema mapping task
at hand. We implement the mapping base as a Prolog pro-
gram which the engine will query, using a set of heuristics,
to discover correspondence assertions. These assertions are
then returned to the user as suggested mappings.

Metaplus keeps several items in storage. First, there is
the metadata repository containing metadata objects, e.g.,
schemas. Then there are schema rule sets, which are stored
separately for each schema. There is also the MKB. Finally,



BORROWER
+borrower-num: string
+name: string
+address: string
+email: string
+phone[*]: string

BOOK
+num: string
+title: string
+color: string
+binding: string
+pages: integer
+publisher: string
+published-on: date
+author[*]: string

BORROWS

 0..n
 0..n

Loan-Info
+borrowed: timestamp
+returned: timestamp

Figure 5. Object Schema of MINILIB.

we store both the mapping bases and the mappings gener-
ated from them, for future use. Changes to relevant input
will require the regeneration of some of these items, e.g.,
a rule set must be regenerated for a schema that changes.
Some changes are naturally to be avoided. Changes to
the metamodel impacts not only on the MKB and mapping
bases but also on defined metadata objects in the metadata
repository, since metadata objects base their structure on the
metamodel.

3.2 Usage Scenario

Our domain example involves collections or databases
of bibliographic items involving authors, editors and details
of publication. We look at two databases, the MINILIB
and MYCOLLECTION databases, for our example. The
MINILIB database is an object database whose class
diagram appears in Figure 5. The MYCOLLECTION
database is a relational database with this schema:

writer(writer-key,name)
literature(item-num,pubdate,title,type)
book(item-num,publisher,description)
technical-report(item-num,org)
article(item-num,publication,keywords)
writes(writer-key,item-num)

Aside from using different data models, the two
databases differ in scope. The MINILIB database pertains
only to books, while the MYCOLLECTION database also
involves technical reports and articles. In addition, the
MINILIB database involves loan transactions.

We assume at this point that the metamodel has been de-
fined, as described partially in Figures 1, 2 and 3, and the
corresponding MKB has been generated. The metamodel
specifies domain semantics for bibliographic databases,
which means that the MKB must include knowledge about
databases, e.g., data models, as well as about the abstract
domain of bibliographic materials, publications, and the
types of people and actions involved in such publications.

We also assume that a metadata repository is in place
under the schema manager, based on the domain-specific

metamodel. These are the steps taken to perform schema
mapping:

1. Schema translation. First, we redefine the exam-
ple schemas into XML-encoded schemas, or compo-
nent schemas [30] (as they have already been trans-
lated). For our examples, these refer to Listing 3 for
the MYCOLLECTION database, and Listing 4 for
the MINILIB database. Translation is entirely based
on the domain-specific metamodel, which corresponds
with a DTD that guides users in describing the com-
ponent schemas in XML, i.e., in translating their
schemas. However, due to space limitations, we could
not include all our metamodel packages, e.g., the struc-
tural package for object models.

Apart from describing the names and structure of
metadata, schema translation in Metaplus involves se-
mantics: this is where we lay the foundation for
schema mapping by defining the conceptual basis for
each piece of metadata. This is what the conceptof
attribute is for. Every conceptual meta-class which is
the basis for a given metadata must be identified. For
example, in Listing 3, we express the fact that the table
writer is based on the concept of authortype,
which is a meta-class appearing in Figure 2 as Au-
thorType. The definitions in Listing 3 makes it
clear that this is a relational schema, since it uses the
XML elements table, column, and so on. This is
based on the relational structural package which ap-
pears (in simplified form) in Figure 1. We do the same
thing, of course, for Listing 4, which is based on the
object model structural package but shares the same
bindings, where they apply, to meta-classes in the se-
mantics packages. It is naturally important that schema
translation be as articulate and complete as possible.

2. Schema storage. The component schemas, in XML,
are loaded into the repository by invoking the schema
manager, which takes care of storing the schema and
sending it off to the schema logic reader. Typical
repository tasks such as viewing, deleting and chang-
ing schemas are handled by the schema manager.

3. Schema rule set generation. For each schema, the
schema logic reader will generate a corresponding
schema rule set, kept in persistent storage for future
schema mapping requests.

4. Schema mapping. When schema mapping is called
for, the user interacts with the schema mapping engine
and identifies the schemas to be mapped, using the
bibschema name values, e.g., “MYCOLLECTION.”
The engine gathers the corresponding rule sets and the
MKB into a unique mapping base. This mapping base



eq(mycollection.writer.writer-name,
minilib.book.author,authortype).

eq(mycollection.writer.writer-name,minilib.book.author,name).
eq(mycollection.book.item-num,minilib.book.num,bibidentifier).
eq(mycollection.book.title,minilib.book.book-title).
eq(mycollection.book,minilib.book,booktype).
eq(mycollection.book.description,minilib.book.color,

physicaldescription).
eq(mycollection.book.description,minilib.book.binding,

physicaldescription).
eq(mycollection.book.publisher,minilib.book.publisher,

publishertype).

Figure 6. Partial mapping results.

pertains only to the schema mapping task at hand. As-
suming that the schemas and the metamodel do not
change, the engine will reuse the same mapping base
for schema mapping requests pertaining to the same
set of schemas.

Using the mapping base, the mapping engine is then
able to identify potential correspondence assertions be-
tween the input schemas. At present, the engine dis-
covers mappings through a common generalization be-
tween the input schema metadata, e.g., columns and at-
tributes, and one or more common meta-classes in the
metamodel, i.e., conceptual overlaps. We are working
on additional heuristics to identify correspondences
based on semantic distance or proximity [8, 25]. Con-
firmation concerning these assertions must ultimately
be given by a human operator.

The result of the last stage is a set of conclusions de-
rived from the mapping base, listed in Figure 6. At present,
we discover mappings based only on the common concep-
tual basis that may exist between metadata from mapped
schemas. Each eq clause asserts that the first two argu-
ments are considered to be equivalent metadata based on
a common domain concept, which is named in the last ar-
gument of the assertion. This list has been simplified due to
space limitations. These assertions are incomplete without
the entire mapping base. We are developing further heuris-
tics to determine and apply conversion expressions. A rela-
tional column can map straight into an OO attribute, but per-
haps using a conversion function. We are also developing
more sophisticated mapping heuristics. Our current limited
heuristics missed the assertion that the book class of the
MINILIB database can be equated with the literature
table of the MYCOLLECTION database as well. Analyz-
ing data model patterns [12] using CG theory, e.g., forma-
tion rules [26] and the semantics packages in the metamodel
can assist further in more accurately discovering correspon-
dences.

3.3 Implementation

The metadata repository, encapsulated within our
schema manager, was implemented using the MOF toolkit
from the Distributed Systems Technology Centre (DSTC),
dMOF. We programmed the metamodel by hand using
the Meta Object Definition Language (MODL), which
dMOF translates into CORBA Interface Definition Lan-
guage (IDL) code and invokes Visibroker, a proprietary
CORBA ORB from Borland, to convert IDL to Java. We
then used the stubs and skeletons to implement the repos-
itory and everything else in Java. We use the JAXP API
to handle XML. We also configured dMOF to use a Post-
greSQL database to store metadata. We currently imple-
ment the various components loosely, as separate programs,
without an integrated environment.

The MKB, the schema rule sets and the mapping bases
are all expressed and implemented using Prolog. The MKB
generator is not yet complete, so we are currently program-
ming the MKB by hand, although we plan to automate it
with the metamodel expressed with the XML Metadata In-
terchange (XMI) standard which uses XML but conforms
to a more rigid model of defining metadata for interchange
[32]. Schema rule sets and mapping bases are generated au-
tomatically using scripts that process XML and spit out Pro-
log predicates. We use a UML editor that stores its projects
in XMI format. The UML class diagrams in the metamodel
must take CG flavors as described earlier. This makes the
conversion of the metamodel into the MKB more straight-
forward, and makes it possible for us to use more sophisti-
cated CG formation rules in the future.

4 Related Works

There are applications of metamodels in information in-
tegration in the literature. Papazoglou and Russell [21] ap-
ply intermediate metamodels (IMMs) as a schema transla-
tion aid that transcends data models. IMMs are generated
from the bottom up while our domain-specific metamod-
els are designed prior to anything else as a harmonizing
mechanism that should cope with the full range of hetero-
geneous databases that may join the information network.
This makes our approach top-down, but does not violate lo-
cal autonomy, as we do not impose any modifications to
the component schemas – only translation, i.e., an abstract
layer to hide the actual heterogeneity of the component
schemas in their native forms. In addition, our metamod-
els are based squarely on the powerful MOF model, which
is an industry standard, that can describe large and complex
data models. Schemas are redefined (during translation) us-
ing their native paradigm, although the terminology of the
metamodel must be adopted.

The advantages of semantic enrichment has been



strongly argued in the literature through ontologies [2, 7,
18] or conceptual taxonomies, e.g., concept lattices [24] and
conceptual graphs [5]. While ontologies and conceptual
taxonomies may be very large and complex, our domain-
specific metamodels are smaller, and more closely resem-
ble normative data models used in conceptual data model-
ing. Moreover, we perceive domain-specific metamodels
to be specialized but simplified ontologies, providing the
global vocabulary as well as the global conceptual or se-
mantic framework. Conceptual graphs have been used for
schema integration in the past [5], but often as a CDM at
the metadata level, not at the metamodel level. The Sum-
mary Schemas Model (SSM) [1] uses a taxonomy of En-
glish terms used in schemas and queries in order to auto-
mate schema mapping. Local database administrators ini-
tially map terms in their local schemas to terms in the on-
line taxonomy. Metaplus makes a similar imposition in
mapping meta-classes of the metamodel to local schema
elements during translation, although the domain-specific
metamodels in Metaplus also describe data models, in addi-
tion to terminological information. Many solutions involve
a CDM with enhanced expression of semantics to translate
the schemas of participating databases, e.g. the Object Ex-
change Model which uses tags for additional semantics [3],
or similarly augmented export schemas [17]. However, the
data modeling paradigm of the CDM must be imposed on
all the schemas to translate. We enhance instead the meta-
model, and translation can proceed using the native data
model of the schema to be translated, e.g., Listing 3 de-
scribes the database in terms of tables and columns, and
Listing 4 in terms of classes and attributes. Furthermore,
we can’t always assume that the input schemas can map
directly into the CDM, and some CDMs may not be appli-
cable for incremental transformations [21].

5 Conclusion

We presented the Metaplus framework in this paper,
which we developed for schema mapping. We showed that
having domain specifics in the metamodel strengthens the
role of schema translation. Logical links between the meta-
model and the translated schemas form the backbone in
the interoperability of the generated schemas. Translation
is performed without shifting paradigms, only in adopting
the vocabulary of the metamodel in mapping input schema
elements to domain-specific meta-classes. Automation in
identifying corresponding schema elements in schema map-
ping between input schemas is driven by the mappings de-
fined in the translation process between the metamodel and
the input schemas. We presented how heuristics based on
metamodel-metadata instantiation allow us to map schemas
with one another.

Our experience has led to some interesting insights. One

may consider domain-specific metamodels as specialized
ontologies, and Metaplus as a hybrid ontology approach
[29], with the metamodel providing a global vocabulary.
Each component schema, given the extra semantics ex-
pressed in them, acts as a local ontology for each informa-
tion source. There is also potential for quickly developing
information wrappers, which encapsulate and handle access
to a given object [33]. We can adopt the use of template-
based wrappers as applied in the TSIMMIS project [11]
in conjunction with the metadata repository, schema rule
sets and the MKB of Metaplus. Likewise, a similar “rapid”
means of developing mediators [9, 31, 33] should be ex-
plored with the apparent ease of use provided for by the
Metaplus components.

Some design issues are open issues. Defining a domain-
specific metamodel is not easy, especially for a large enter-
prise. Conceptual modeling, or domain-specific metamod-
eling, is not a routine task. Since domain semantics are
involved, the boundaries between the model and the meta-
model seem to blur. However, the domain semantics at the
metamodel level must describe the abstract domain, while
enterprise models describe the enterprise domain, e.g., that
of an organizational entity. Building a complete ontology
for an entire domain is just as daunting, but the metamodel
will be more intuitive to design in terms of structures such
as that of database schemas. Furthermore, the OMG has
already defined a huge metamodel supporting a number of
normative data models in the CWM for data warehousing
[6].

Further work is in progress to enhance Metaplus. An
automated MKB generator is underway, as is work on addi-
tional mapping heuristics, e.g., the ability to handle uncer-
tainty and semantic proximity. Whereas we currently use
CGs to express metamodel semantics and bring them down
to FOPL, we also want to explore CG formation rules [26].
XMI is a better alternative to XML in describing the meta-
model and in generating the DTD or XML Schema. Like-
wise, the XML Schema format is more suitable for com-
plex structures than the DTD format. We also foresee future
projects where we examine issues such as metamodel evo-
lution and reverse-engineering during schema translation.
We also wish to exploit the OMG Trader Service, which
facilitates the discovery of distributed objects in CORBA-
driven environments. It can facilitate the availability of the
mapping engine and previous mappings for reuse.
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